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Figure 1.2: Incentive Auction band plan scenarios

of 85 auctions, almost exclusively making use of the SMR mechanism. These auctions sold a

combined 27, 484 licenses for a variety of purposes, netting the government $52.6 in earnings

[12].

1.1.2 The Spectrum Act and 2016 Broadcast Incentive Auction

The SMR mechanism was the exclusive choice of FCC spectrum auctions through the first

decade of the 20th century. But by 2012, the FCC had begun to explore alternate mecha-

nisms. This was spurred in large part by the aggressive expansion of cellular market. As

demand for high quality cellular transmission continued to rise, video compression technol-

ogy and the insurgence of Digital Terrestrial Television effectively reduced supply needed

in broadcasting. Responding to this, the World Radiocommunication Conference in 2007

authorized spectrum in the upper television broadcasting band to be used for telecommuni-

cation purposes [11].

Following suit, the United States Congress passed the Middle Class Tax Relief and Job

Creation Act of 2012. Title VI of this act, referred to separately as the Spectrum Act, tasked

the FCC with designing a new mechanism to repurpose ultra high frequency (UHF) television

stations in the 600 MHz band for commercial mobile use [18]. This mechanism, known as the

Incentive Auction (IA), was outlined to perform two primary tasks: creating incentives

for broadcasters to forfeit their rights to high-frequency television spectrum licenses, and

in turn selling those licenses to firms at prices that would cover all costs (to the sellers, as

well as administrative costs) [20]. These tasks were handled with independent reverse and

forward clock auctions, respectively.

In designing the IA mechanism, the FCC was faced with a needling problem. There was a

desire to free up as much of the broadcast band as possible for telecommunications, but only
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so far as to maintain profitability in the process. The choice of spectrum for repurposing was

referred to as the band plan, which concerned itself with the number and band location of

mobile licenses to be sold. Figure 1.2 shows the band plan scenarios anticipated by the FCC,

up to a maximum of 12 allocated licenses per region. Repurposing began at channel 51 (698

MHz), where it would link up with existing 700 MHz mobile licenses. New licenses required

sufficient guard bands to act as buffers, separating uplink and downlink components from

the remaining broadcasting spectrum, channel 37 (reserved for radio astronomy), and one

another [7].

To simultaneously handle the contrasting goals of the forward and reverse auctions, the

IA mechanism opted to stagger the two. An initial band plan was assumed with an associated

repurposing bandwidth (the “clearing target”). The reverse auction would be conducted to

determine the sellers, licenses and necessary costs, and the forward auction would proceed.

After an event of slowed activity was triggered, the auction would determine whether the

“final stage rule” was satisfied (see Section 1.2.4 for details). This rule primarily assessed

whether the ensuing revenue was sufficient to reimburse sellers and cover additional costs.

If this rule was not met, the mechanism would return to the reverse auction, assume the

next largest band plan (with supply reduced by one unit and the clearing target reduced

accordingly), and the process would continue anew. In this manner, an incentive auction

proceeds in a series of stages [15].

The Spectrum Act outlined a need for forward and reverse auctions within the mechanism,

but it was not specific in how these components must be conducted. It was possible that

the FCC may have opted for the standard SMR as a choice for each of the forward auction

stages. However, because of this passing-of-the-baton relationship between buying and selling

parties, there was some concern while designing the IA that the traditional SMR may be too

slow, and that a speedier sub-mechanism would be preferred [19]. The mechanism ultimately

chosen is the Incentive Forward Auction (IFA).

Like its SMR counterpart, the IFA is a combinatorial clock auction. It departs from the

SMR in two significant ways: (1) Rather than auctioning all licenses individually, similar

licenses (those having similar impairment levels within the same PEA) were treated as iden-

tical units, called “blocks”. Bidders would bid on blocks instead of licenses, which would

generally have a supply in excess of one. (2) The auction would no longer assign provisional

winners. Instead, all valid bids to increase demand would be processed with certainty. Bid-

ders who wished to reduce their demand were required to submit bids specifying this request.

In this way, the price for many related licenses can ascend simultaneously. These rules are
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more thoroughly discussed in the next section.

Because buyers were no longer bidding on licenses directly, an additional phase was

required within the Incentive Auction. This is the Assignment Phase, and consisted of a

series of individual forward auctions for each group of blocks. These auctions determined

which block winners would receive which licenses, and the final price that they would pay.

Figure 1.3 summarizes the IA process, where the process of switching between the forward

and reverse auctions is referred to as the Clock Phase.

The Clock Phase of the Broadcast Incentive Auction took place from August of 2016

until February of 2017. During this time, bidders spent a total of 30 (noncontinuous) days

participating in the IFA. The initial clearing target was set at 128 MHz, and was ultimately

reduced to 84 MHz over the course of four stages and 87 rounds. The auction brought in a

gross revenue of $19.8 billion, pulling roughly $12 billion in government profits after costs

[9].

1.2 The Incentive Forward Auction Structure and Rules

In this section, we examine the specifics of the IFA process at length. The bulk of the

dissertation concerns this forward auction component, its issues, and its viable alternatives.

Information in this section is based off education published by the FCC, found at [1].

Recall that the standard forward auction mechanism, the SMR, involves buyers bidding

on licenses directly. Each round, a single provisional winner is selected for each license that

received at least one bid. The IFA, by contrast, has buyers bidding for units of product.

A product consists of two pieces of information–a PEA, and one of two primary categories

(C1 and C2). The category specifies a product’s maximum possible impairment.

Because the FCC was not able to perfectly repackage UHF broadcast television stations

in every region, and because these stations require a buffer to protect them cellular service

interference, a number of licenses were only granted a partial coverage of their corresponding

PEA. This coverage is described as a percentage of the PEA’s population by the license’s

impairment [8]. C1 products were allowed up to 15% impairment, while C2 products could

have anywhere from 15% to 50% impairment. Impairment fundamentally reduces the value

of a license, and so was automatically discounted during the Assignment Phase, as we discuss

in Sections 1.2.3 and 1.2.4.

The generic units of product are called blocks, which are assigned to winning bidders as

licenses during the Assignment Phase once the IFA has concluded.
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Figure 1.3: Flow of the Incentive Auction process

8



1.2.1 Bidding and Pricing

The forward auction of the clock phase takes place over multiple rounds and consists of a

separate and independent clock auction for each product being sold. Each round, bidders

observe the results from the previous round and submit a set of sealed bids spanning one

or more products. Products have two prices associated with them each round–their (lower

bound) posted price and (upper bound) clock price. All bids consist of both a quantity

q and price p—the maximum amount of money that the bidder is willing to commit for the

specified quantity of an item during that round. Bid prices may take any value at fixed,

specified intervals between (and including) the posted and clock prices.

Further, bidders may submit multiple bids for the same product during the same round,

so long as the bids contain different quantities and prices. Doing so allows bidders to specify

non-constant demand curves between the posted and clock prices. Bidsets for the same

product must obey one-directionality: when a set of bids are submitted for a product,

each bid must demand a strictly lower quantity than any of the bids requesting lower prices.

If a bidset does not satisfy one-directionality, the auction will reject those bids and none of

them will be processed for the next round. This is one of several ways in which bids may be

rejected.

A product’s supply S is the number of blocks (or licenses) for sale within that PEA

and category. Because of the two-sided nature of the Incentive Auction, product supply is

subject to decrease during a stage transition. At the end of round t, the demand Dt for a

product is equal to the total number of valid bids that are submitted for that item, whereas

the processed demand PD t is the number of successfully processed bids. When processed

demand exceeds supply for a product, we say that it has excess demand ED t, defined

simply as

ED t = max{0,PD t − S} (1.1)

The processed demand for products is not provided as information for the bidders, but excess

demand is public information.

From round to round, the posted and clock prices of products may increase. The extent

of this depends on the relative values of a product’s supply and demand. If demand is strictly

less than supply, both the posted and clock prices will remain unchanged for the following

round. If the auction concludes successfully during such a round, the products will be “sold”

at the posted price to all bidders who submitted processed bids, and the assignment phase

will begin. If, however, demand matches or exceeds supply, the posted price will increase to

the largest possible value such that the resulting processed demand would not not fall below
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Figure 1.4: Demand curve from Example 1.1

supply.

In the following two examples, we will assume for simplicity that bids are expressing

the maximum price that a bidder is willing to pay for the specified quantity. In reality,

bids do not work this way in the IFA. We discuss the specifics of how bidders communicate

preferences via bidding in Section 1.2.6.

Example 1.1. Suppose we have the following product and associated bids for a round:

Product Supply
Posted

Price

Clock

Price

A 2 $5000 $6000

Bidder Product Price Quantity

1 A $5200 1

2 A $5600 1

3 A $6000 1

Figure 1.4 shows the demand curve for Product A resulting from the round’s bids. Because

total demand for the item would drop from 2 to 1 if the price surpassed $5600, the posted

price is set to $5600 for the following round, with Dt = 3, PD t = 2, and ED t = 0. The clock

price is always maintained at a set percentage above the posted price (in this case, 20%), so
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the new clock price would increase to $6720. If all three bidders had submitted at the clock

price in this example, then the posted price would have instead been set to the clock price

($6000). All three bids would be processed, with PD t = 3 and ED t = 1.

It is of high priority that as many products of value are sold as possible. Because of

this, the auction always maintains a monotonicity of demand—once a quantity of product

is bid on, the auction enforces that buyers must continue bidding at this quantity until the

conclusion of the auction, up to its supply. This manifests itself in the manner that prices

increment, but also in the ability of buyers to revoke bids made during previous rounds.

When a buyer is no longer interested in maintaining her demand for a product, she may

communicate this by submitting bids with quantities strictly below her processed demand—

or no bids at all. The auction is generally willing to increase a bidder’s processed demand

for an item, but it will only grant a decrease to processed demand if there is sufficient excess

demand to accommodate the request. When multiple bidders attempt to reduce demand in

the same round, their requests are prioritized from lowest to highest submitted prices. In the

case of equal prices, the auction randomly determines which bidders will have their processed

demand reduced. When processed demand falls short of supply, requests to further reduce

demand will never be honored.

Example 1.2. Suppose we have the following product and associated bids for round t:

Round t

Product Supply
Posted

Price

Clock

Price

A 2 $5000 $6000

Round t Round t+ 1

Bidder Product PD t Bid Price
Bid

Quantity
PD t+1

Posted

Price

1 A 1 $5000 1 1 $5000

2 A 1 $5000 1 0 $5000

3 A 1 $6000 1 1 $5000

Figure 1.5 shows the demand curve for Product A resulting from the round’s bids. All three

bidders have a processed demand of 1 for Product A. By submitting their bids at the posted

price, Bidders 1 and 2 are signaling an intent to drop the product. However, both cannot
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Figure 1.5: Demand curve from Example 1.2

drop without total demand falling below supply. In this example, Bidder 2 is randomly

selected to have her processed demand reduced, and the posted price remains fixed.

For this reason, bidding on products can come with some inherent risk. Once bid on,

a buyer can never be certain that she will be capable of dropping a product (and freeing

the associated amount from her budget). The random means by which bidders are selected

to reduce demand also introduces some unpredictability into many round outcomes. These

issues are discussed in detail in Section 1.3.

1.2.2 Participation Requirements

Bidding has a sticky nature in the IFA—it is easy to increase demand for a product, but

decreasing that demand is never guaranteed. The SMR was similar in this respect. Because

reducing processed demand can be difficult, bidders may be incentivized to observe the

activity within the auction without committing any actions themselves, even at the risk of

the auction concluding early. For the FCC, low revenues are undesirable and can lead to

negative press. To minimize this behavior, the Incentive Auction (as well as many earlier

mechanisms) punishes buyers who fail to maintain a sufficient volume of processed bids.

In addition to the posted and clock prices, each product r has a (distinct) quantity

associated with it called bidding units (br). Unlike prices, the number of bidding units per
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product is set and fixed for the entirety of the auction, and is roughly proportional to the

population of the associated PEA. Buyers generally cannot bid on every available product

at the same time. During round t, bidder i must budget a quantity unique to themselves

called their eligibility (Ei,t). The auction will not accept a set of bids from a buyer unless

the sum of bidding units across all requested products at any price is less than or equal to

their eligibility.

Although a product’s bidding units are static, a bidder’s eligibility is not. At the end of

each round, the auction determines the sum total of bidding units across all processed bids

for each bidder. This quantity is called the bidder’s activity (Ai,t) for that round, and deter-

mines what the eligibility will be for the following round. When a bidder’s activity exceeds

a set percentage of their eligibility, called the activity requirement (AR), their eligibility

will be unchanged during the following round. Otherwise, eligibility for the following round

will be reduced proportional to the activity as a percent of eligibility. Specifically,

Ei,t+1 =

 Ei,t if Ai,t ≥ AR · Ei,t

1
AR
· Ai,t otherwise

(1.2)

Example 1.3. An auction has activity requirement AR = 90%. Consider a bidder’s eligi-

bility and activity over the course of several rounds:

Round Eligibility Processed Activity

t 500 470

t+ 1 500 360

t+ 2 400 —

During round t, bidder i starts with eligibility Ei,t = 500 and submits a bidset resulting

in 470 units of processed activity. The activity requirement specifies that they must only

process 450 units of activity in order to maintain their eligibility, so Ei,t+1 = Ei,t = 500.

However, they are only processed for 360 units of activity during round t + 1 (80% of the

activity requirement), so their eligibility is reduced by 80% to 400 bidding units at the start

of round t+ 2.

Figure 1.6 shows the relationship between eligibility and activity. Note that eligibility is

non-increasing in time (i.e. Et+1 ≤ Et), and strictly decreases when the activity requirement

is not met. In this sense, activity can be viewed as the level of participation of a buyer, and

eligibility as the ability for them to bid on many products. When the buyer is insufficiently

active, they are penalized with reduced bidding power for the remainder of the auction, all

but enforcing active participation.
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Figure 1.6: Next round eligibility
Possible values for next round eligibility (Et+1) as a function of current round eligibility, the
activity requirement, and processed activity.

1.2.3 Discounts and Credits

The price that a bidder commits during the clock phase forward auction is, in reality, the

maximum cost that they could expect to incur from purchasing that product. There are two

types of discounts that the FCC applies to the purchasers of spectrum licenses.

The first of these discounts is the impairment discount. Although licenses are split roughly

by quality, there is still a degree of within-category variance that may be of significance to

buyers. This is adjusted for automatically. Suppose that at the conclusion of the forward

auction, a license l from product r has a base price pr and an impairment Il (a license

with 25% impairment would have Il = 0.25). The price of this license after adjusting for

impairment would be

padjl = (1− Il) · pr (1.3)

The impairment discount applies to all bidders, and is ultimately determined and applied

during the assignment phase. The second of these discounts, referred to as bidding credits,

applies only to special interests. Bidding credits are applied to varying degrees (as the

FCC deems appropriate) to rural interests and small businesses. Before the start of the
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auction, bidder i may be assigned a bidding credit percentage, BC i. The rural bidding

credit percentage applies equally to all available products. However, these bidders may only

receive a maximum of ten million dollars in credits, after which they will be charged full

price for all items.

For small business bidders, products are segmented into two categories. Products are

considered to be “small” if the partial economic area covers a population of 500,000 or

fewer individuals. Small businesses may receive up to 150 million dollars in bidding credits.

However, only a maximum of ten million of these may be applied to small market items.

Thus, if bidder i has committed a total cost CS
i across all small products and CL

i across all

remaining products, then her expected small business bidding credit would be

Credit = min
{

$150 million ,BC i · CL
i + min{$10 million,BC i · CS

i }
}

(1.4)

Depending on the amount of credit applied at the conclusion of the forward auction, a rural

or small business bidder will have an effective bidding credit percentage. That is,

BC eff
i = Credit/Ci (1.5)

At the end of the assignment phase, all discounts are applied in series. With all taken into

account, the adjusted price of an assigned license from product r is

padj
l = (1− Il) · (1− BC eff

i ) · pr (1.6)

1.2.4 Closing Rules

At the end of each round of the forward auction, a check is performed to determine its

current state. This check assesses whether the Final Stage Rule (FSR) has been met.

Recall from the previous section that the final stage rule is the driving condition for whether

the auction is nearing its conclusion or needs to be modified in order to satisfy FCC targets

(i.e. reducing the clearing target and invoking a new stage). The objectives of the FSR are

two-fold:

1. To ensure that bidders are not purchasing licenses significantly below competitive spec-

trum pricing, and

2. To ensure that revenue accounts for the total costs of the auction and reallocation

process.
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Objective 1: This first goal is somewhat complicated by the fact that the number of

licenses to be reallocated (and the resulting “market value”) is not known at the start of

the auction. Specifically, mobile spectrum value may be expected to decrease in response

to a large infusion to supply. To handle this, the FCC has split this objective into two

components, only one of which must be satisfied in order to appease the final stage rule.

A megahertz-population (MHz-pop) is used as the basic unit of value for a product. As

a result, the expected value of bandwidth is weighted by the population of its respective

partial economic area. Prior to the start of the Incentive Auction, the FCC sets a value

for X, the price per MHz-pop benchmark. In the Broadcast Incentive Auction, the value

of X was fixed at $1.25/MHz-pop. At the start of each new stage, the licensed spectrum

benchmark T is updated based on the new clearing target. Let N be the set of all available

products, H the set of specifically high demand C1 products, pr the end-of-round posted

price for product r, and popr the population within the PEA associated with product r.

With this, objective 1 is satisfied if either of the two conditions are met:

• The average price per MHz-pop of high-demand items exceeds the price benchmark:∑
r∈H

pr · qr∑
r∈H

popr · 10Sr

≥ X (1.7)

• The total expected revenue exceeds a stage-sensitive benchmark:

∑
r∈N

pr · qr ≥ X · T ·
∑
r∈H

popr (1.8)

The first condition is the intuitive goal: to avoid a potentially embarrassing situation

in which bidders manage to systemically win licenses at far below what the FCC considers

to be their worth. The second condition loosens this constraint slightly, setting a revenue

threshold that is achievable for higher clearing targets (and thus, higher supply) without

necessarily meeting the specified average price.

Objective 2: Covering the minimum costs of the auction should not be a surprising objec-

tive, considering the origins of spectrum auctions. By far the most significant of these costs

are clearing costs—payments owed to broadcasters per the results of the reverse auction.

Whenever a new stage is triggered, supply is reduced and the reverse auction is resumed,
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reducing this cost at times very significantly. The clearing cost during the first stage of the

Broadcast Incentive Auction was roughly $86 billion. By the final stage this threshold had

fallen to just over $10 billion (still over 80% of total estimated costs). Apart from clearing

costs, revenue must also account for administrative costs and the estimated cost of relocating

broadcasters.

The cost requirement must be handled carefully: recall from Section 1.2.3 that discounts

will be awarded during the assignment phase. It is easy enough to factor in rural and

small business credits, which are static to the bidder. However, credits make the impact

from impairment discounts harder to predict. Furthermore, when demand falls below supply

there is no way to know a priori which licenses will fail to be awarded (and paid for).

Example 1.4. Suppose that a C1 product with a supply of 3 clears the Clock Phase of the

Incentive Auction at a price of $1000. The licenses associated with this product have the

following impairments:

License Impairment Effective Price

A 0% $1000

B 5% $950

C 12% $880

The effective price shows the price of the auction reduced according to the impairment

discount. Only two units of this product were won during the Clock Phase: One unit to

Bidder 1, with an effective credit percentage of 10%, and one unit to Bidder 2, who qualified

for no bidding credits.

We would like to determine the least amount of revenue that the auction can receive

from this product during the assignment phase. This occurs when there is no competition

between bidders for any specific license (which would drive up the prices). The lowest revenue

is achieved when license B is assigned to Bidder 1, license C is assigned to bidders 2, and

license A is assigned to the FCC (i.e. unpurchased), yielding

Revenue = (1− 0.10) · 950 + 880 = $1735

The FCC cannot know with certainty what revenue to expect prior to the Assignment

Phase. Even so, the FSR must guarantee that all costs will be covered before the Assignment

Phase begins. To handle this, each round the auction determines δr, the least possible amount

of revenue that may be generated per product. To calculate this, the total Sr licenses within

product r are ordered from least to greatest impairment. If there is excess supply, it is

17



assumed that the most valuable (least impaired) licenses will be assigned to the FCC, after

which low impairment licenses are assumed purchased by the bidders with the greatest

effective bidding credit percentages. If C is the estimated total cost of running the auction,

then this worst-case revenue estimate is required to exceed C:

∑
r∈N

δr ≥ C (1.9)

The FSR is checked at the end of every IFA round. If there is no excess demand in the 40

high demand PEAs and the FSR is still not satisfied, this signals to the FCC that activity is

winding down and the benchmarks are unlikely to be met. In this case, an extended round,

a new stage, or both will be triggered. If the FSR is at any point satisfied after a forward

auction round, the auction will immediately transition to the final stage. During this stage,

the reserve split will occur and bidding will continue until no excess demand remains for any

product.

1.2.5 Reserve Eligible Bidders and the Reserve Split

At the start of the Incentive Auction, a number of bidders are classified as reserve eligible.

These bidders are given exclusive access to a number of blocks during the final stage, per the

FCC’s mission statement to protect smaller and special interests. When the final stage rule

is satisfied, the auction performs a check to see if any products have excess demand. If not,

the forward auction concludes immediately and the assignment phase can begin. Otherwise,

the auction performs the reserve split and the final stage begins.

To perform the reserve split, the auction selects a number of items from high-supply

C1 products and re-categorizes them to the C1R category. C1R products are identical to

C1 products once the assignment phase begins, but may only be bid on by reserve eligible

bidders during the forward auction. Let S1
j and S2

j denote the supply for C1 and C2 products

respectively within the same PEA. The number of reserve items SR
j generated is limited in

the following ways:

• SR
j will not exceed the C1 supply within that PEA: SR

j ≤ S1
j

• SR
j will not exceed the total processed demand Dj from reserve-eligible bidders for the

C1 product: SR
j ≤ Dj

• If there is exactly one reserve-eligible bidder with processed demand, then SR
j ≤ 2.
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• In addition, SR
j is limited by the quantity Mj, which depends on the amount of supply

within the associated PEA. During the first stage, Mj is determined by the aggregate

supply across both categories:

Mj =



3 if S1
j + S2

j ≥ 7

2 if S1
j + S2

j = 6

1 if 4 ≤ S1
j + S2

j ≤ 5

0 if S1
j + S2

j ≤ 3

(1.10)

If the FSR is not triggered during the first stage, Mj for each product can be lowered

contingent on the evolving supply and activity of reserve-eligible bidders.

To summarize, if k distinct reserve-eligible bidders have processed demand for product r

when the FSR is satisfied, then the amount of C1 products converted into C1R products

during the reserve split is given by

SR
j =

 min(S1
j , Dj,Mj) if k > 1

min(S1
j , Dj,Mj, 2) if k = 1

(1.11)

When the SR
j reserve products are created, the auction automatically moves that number

of reserve-eligible bidders into this new product. If there was more reserve demand than SR
j ,

then the reserve-eligible bids will be randomly moved into C1R until supply matches demand.

This is done by cycling through all reserve-eligible bidders in a random order and assigning

one unit of demand to the reserve product at a time, ensuring as balanced a redistribution

as possible.

1.2.6 Types of Bids

In order to give bidders as much control as possible over their preferred demand functions

between the posted and clock prices for a given item, they are equipped with several varieties

of bids that they may employ. These bids are the simple bid, the all-or-nothing bid, and the

switch bid. Before we can distinguish between these bids and their resulting outcomes, we

must touch on how bids can fail, in full or in part.

Fully and Partially Acceptable Bids: Recall that a submitted bidset may not always

be honored, if it conflicts with fundamental auction conditions. If, for example, a bidset
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